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Abstract

VHDL is a complex language which is difficult to compile. Itis often edited and compiled repeatedly, placing
strenuous performance requirements on a compiler. This paper describes VCC, a program which distributes the
compilation of VHDL across a network of Unix workstations for faster compilation.

1 Introduction

VHDL is an IEEE standard hardware description language which has received widespread support in the CAE
industry. It is a rich language whose complexity rivals that of Ada, from which it is derived. VHDL is typically
used to describe very complex electronic circuits and the source code is frequently altered in a quick iterative
loop consisting of edit source, compile source, simulate model, and diagnose model errors. Consequently, it is
both a difficult language to compile and one whose users require quick compilation turnaround.

During the same time that VHDL came to be accepted as a standard, networks of Unix workstations became a de
facto standard for the delivery of CAE software. This situation created an opportunity to write software which
compiles VHDL and takes advantage of the large networked computing resource which many engineers have at
their disposal.

This paper describes our experience in writing VCC -- the Vantage Concurrent Compiler, a tool for distributing
the compilation of a VHDL model over a network of Unix workstations.We discuss the architecture used, the

interface to OS vendor software, problems that we encountered, VCC features to improve robustness, how the
definition of VHDL constrains the problem of distributed compilation, and performance results.

Our experience with distributed compilation was decidedly positive. We have found that the compilation of
typical designs can be speeded up by several times and that the product performs well in the face of network
failures.

2 Product Evolution

Our company’s core products have been a standard VHDL compiler and simulator. As we completed a full
implementation of VHDL, performance issues grew in importance. There are several standard ways to improve
speed: better algorithms, better memory management, and rewriting of old code as language and
implementation issues are better understood.

In this case there was a way to look at the problem differently and achieve order of magnitude improvements. In
the mid 1980’s, it became common for CAE customers to use a group of networked Unix workstations. This

new computing environment not only brought considerable CPU horsepower to end users, it also created the
opportunity to harness a large number of CPU cycles. While the MIPS that were on average available to asingle
user on a workstation increased, as compared to a user on a mainframe computer, the time required for

individual compute-intensive jobs also increased, since the processors were smaller. Furthermore, because of

the granularity of computing tasks, it is often the case that a small number of workstations may be very busy (for
example, running compilations or simulations) while others may be only lightly loaded (for example, running a
text editor or the mail system). CPU cycles are like airline seats: they are a fixed resource that if notused are lost
and cannot be retrieved. A method of distributing the work to increase throughput is desirable.
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The compilation of VHDL is one of these compute-intensive tasks. VHDL compilation has various properties
that need to be considered in the design of a system to distribute it across a network. Probably the most important
are that:

¢ individual design units can be analyzed with no additional lexical information, and
o the rules of VHDL impose an order of analysis of design units.

This is in contrast to other common languages such as C or Pascal, where a file is the unit of analysis and there is
no information that a compiler must import or export between the compilation of different modules. The
consequence of these properties is that a single design unit (i.e. entity, architecture, configuration, package
declaration, or package body) is the appropriate unit for partitioning work among compilation servers.

We weat through several design stages in thinking about distributing the task of VHDL compilation. The first
was very limited in scope. Since our compilation task employs a C compiler (the generated code is C rather than
assembly or machine language), we thought about and tried running C compilation in a background process. We
found that this approach sometimes made things worse by causing the C and VHDL compilers to compete for
machine resources. Eventually, we discarded background C compilation. In a similar fashion, we contemplated
assigning C compilation to a partner workstation, but rejected that idea as well.

We next thought about how we might distribute a compilation job over anetwork. A VHDL compiler is required
to understand the dependencies between design units and when they were last analyzed. Our sequential
compiler could already reanalyze a group of many design units in the proper order, if they were already in the
library. Given that, it was not difficult to conceptualize a program which coordinated the distributed
recompilation of design units already in the design library. What was not at first obvious, though, was what todo
when a user was compiling from a source file. Compiling from a text file is the means for introducing VHDL
into a library, and it was clear to us that a successful product must be able to compile from source as well as from
the library.

The problem of taking afile (viewed on Unix as a stream of bytes) and partitioning it so that it could be compiled
seemed circular because the compiler had to analyze the VHDL to find out where the design units were and how
they were related. However, we soon realized that complete analysis was not required. If we could write a
program which would delimit the design units and figure out their dependencies quickly, then we could
distribute the much more difficult task of complete VHDL compilation. We named this program the recognizer
because it is mostly a program to accept correct VHDL syntax, without checking or interpreting the meaning,
Since we already had a correct VHDL grammar from our full compiler, generating a parser was a simple task.
We added to it was the ability to output the name of the design unit, where it began, and what other design units it
used. This provides the equivalent information as when recompiling from library, and we could proceed.
Since our sequential compiler is given a single design unit to compile (a design unit already in the library or a
source file), our first prototype started a new compiler process for each design unit to be compiled. This was
simple with respect to communication and produced a system which compiled the VHDL, but where the
overhead in setting up and breaking down the connection over the network was too high. We decided to switch
to a scheme where server compilers were started up when needed and then responded to requests to compile
various design units. Since a slave compiler can compile several design units and does not exit until the
complete compile job is over, this improved performance considerably.

3 Architecture

This section describes VCC’s architecture, including an overview, detail of remote communication, and listing
some alternatives.

3.1 General Architecture

The Vantage Concurrent Compiler supports all the features and options of the sequential VHDL compiler but
has additional options to select a set of slave workstations and to specify a maximum concurrency limit. To
invoke VCC one starts a master compiler. The master compiler itself does not compile any design units. It
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invokes, monitors, and controls slave compilers on remote machines (or the local machine) which do all the
compilation. It provides an option for a graphical display of the dependency tree. Color is used to indicate the
various stages of compiling each design unit. It also maintains a display of the names of the workstations being
used and the design unit being compiled on each of them.
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1. master process reads dependencies from design library

2. recognizer scans VHDL source for design unit dependencies

3. recognizer passes design unit information to master

4. master makes RPC calls to spawn slave compilers

5. vanrexd daemon spawns slave compiler(s)

6. slave compiler compiles from/into design library

7. slave compiler compiles from VHDL source into design library

Figure 1. General Architecture

The master compiler first processes the command line arguments. It creates a dependency tree of all the design
units to be compiled. It then invokes slave compilers, as needed, on slave machines and establishes three
channels of communication with each slave. The first pipe is used for standard input, the second for standard
output and standard error, and the third for communicating status information. The master continually monitors
the progress of the slaves. If a slave is idle then the master takes an uncompiled design unit from the dependency
tree and hands it to the slave. If the slave has written to standard output then the master reads this and buffers it to
be printed out to the standard output of the master when the slave is finished with its current design unit. The
output is buffered to make sure that all the diagnostics messages corresponding toeach design unit are presented
separately and not interleaved. The master also reads status information from each slave. The slave writes status
information to indicate if a design unit compiled successfully or not. The dependency tree is modified based on
this information and the display is updated. If the status indicates an error which was not syntactic or semantic
(e.g.disk full) or if communication with the remote node breaks down then the slave is decommissioned and the
design unit is reassigned to another slave. In this way, performance degrades gracefully in the face of individual
workstation failure.

VCC can be used to compile a VHDL source file or to recompile an existing design from a library. The compiler
maintains a list of direct dependents for each design unit in the library. This makes recompiling from the library
relatively simple. When a design unit is to be recompiled from the library, a dependency tree is created by
recursively reading the dependency lists and checking the timestamps of last compilation. To recompile from a
VHDL source file the dependencies must be determined by reading the source file. The recognizer was written

to quickly scan a VHDL source file and determine the design unit dependencies. The master compiler first

invokes the recognizer. The dependency list generated by the recognizer along with any dependency
information already in the library is used to create the dependency tree. All the leaf design units can now be

compiled concurrently. When a leaf compiles successfully it is dropped from the tree, potentially creating more

leaves. If a design unit fails to compile it is not removed from the tree and does not create any new leaves. This

continues until there are no more leaves left in the tree.
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3.2 Remote Communication

Remote communication is maintained by a remote execution library layer which provides a
machine-independent functional interface. When a slave is invoked on a remote machine the current working
environment of the master is set up in the slave process. The slave process has the same working directory,
environment variables, user id, and privileges of the master compiler. This allows the slave to access the same
libraries and directories as the master compiler.

We chose to use Sun’s Remote Procedure Call (RPC), for our Sun implementation, and Apollo’s Network
Computing System (NCS), for our Apollo implementation. Even though both vendors claim availability of
their remote procedure call facility on a wide range of workstations, we felt that the additional effort involved in
two implementations using the native facilities would be completed sooner and perform better than using NCS
on Sun or RPC on Apollo. Having successfully implemented our tool using both NCS and RPC, we are able to
chose the best-supported remote procedure call facility on each new platform as we port our tools. For
example, SGI's Irix appears to favor Sun RPC, while DEC’s Ultrix and IBM’s AIX seem to favor NCS.
NCS and RPC have similar architectures and are based on a client/server model. The client is the process
making the remote procedure call, in our case the master compiler, The server is a daemon running on the remote
node which provides the function or service requested by the client. A server can handle requests from multiple
clients. The master compiler talks to its slaves on a remote machine through a daemon. With this architecture a
master compiler can talk to multiple slaves on the same workstation or on different workstations.

Our first step was to define the services required for remote execution. Both NCS and RPC have a network
interface description language to define the remote procedure interface. You then have to run a compiler which
generates the necessary include files and data translation layers to be linked with the client and server. We wrote
a server daemon vanrexd (VANtage Remote EXecution Daemon) to provide the following services:

* inquire host type (Sun only)

@ start program (including args, env, uid, gid, cd, etc.)

» read from stdout, stderr, or special status file descriptor (blocking or non-blocking)

* write to or close stdin of remote program (slave control)

® determine status of program (still running? completed? dead?)

* wait for completion of program

* signal remote program (i.e., kill it)
The daemon creates non-blocking pipes between itself and the child process (our slave compiler) for stdin,
stdout, stderr, and status. AllI/O between the master compiler and the slave compiler goes through vanrexd, but
this is not a bottleneck here since very few bytes are passed between master and slave. The slave reads and
writes data directly to and from Vantage design libraries.

3.2.1 Sun RPC Implementation

We think of the master/slave relationship as a state-ful relationship, so we chose to base our RPC protocol on
TCP rather than the state-less UDP mechanism. We believe that the TCP based approach results in the least
number of bytes of network I/0 to accomplish the task, and that the nature of the master/slave relationship is
such that state-less implementation would pay a large price in program startup for each design unit.

We chose to have vanrexd invoked automatically by inetd (the Internet daemon), which requires more system
administration at installation, but provides auto-start of daemon and auto-restart in case of crashes. Another
benefit of this approach is that the daemon is only started on an as-needed basis. The RPC connnection from
master process to slave machine is made just prior to spawning a slave on the slave machine. We also included
the ability to start the daemon manually with diagnostic output to assist in problem resolution at customer sites.

One of the implementation problems with Sun RPC was the RPC call timeout. We use a short timeout for most
calls, Unfortunately we couldn’t find a method to ask for all the hosts configured to run our RPC protocol
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without incurring a significant 25 second timeout from each host that was not configured to run our daemon.
This caused the master process to hang when the user asked for a list of hosts capable of serving as compilation
slaves. Due to the timeout problem and our inability to quickly ask aremote machine if it is capable of running
our RPC, we simply present the user with a list of all the machines on the local subnet (that is, the first three
internet address fields the same as those of the host running the master process). The user also has the ability of
setting up the desired list of slaves once and restoring that list each time the tool is started.

The following system administration tasks are required when installing our distributed compiler:

¢ add our RPC protocol to the /et c/rpc file (or the equivalent Network Information Services [NIS]
map);

¢ add ourdaemon tothe /et c/inetd. conf file as the daemon to be invoked when someone asks for our
remote execution services;

¢ send a HUP signal to inetd to force it to reread /etc/inetd. conft.

3.2.2 Apollo NCS Implementation

NCS provides no standard way of invoking the daemon. We could not use inetd because it does not recognize
NCS calls. Eventually we had touse sk to invoke the daemon on a remote machine. The daemon must be able to
set the userid for the slave compilers that it invokes. To do this we had to make root the owner of vanrexd and
also give it the privileges to let it set the owner and group ID. If vanrexd is now invoked by any user then it runs
with userid of root and has the ability to set the userid of any invoked process. These are the same privileges that
any process invoked by inetd have. This scheme, though somewhat unnatural for a Unix environment,
significantly reduces the system administration task.

To get a list of builder workstations we chose to query the NCS global location broker daemon (glbd). The
location broker can return the list of all workstations which have registered the requested service. This means
that we can get a list of all workstations which are currently running vanrexd. Even though this is not a complete
list of all workstations, it is manageable in length and in some ways is a better indicator of the workstations
which can be used as slaves than a list of all workstations.

3.2.3 Alternatives

We could have used direct sockets between master and slave, rather than RPC calls and pipes, with the daemon
as an intermediary, but the volume of I/O between master and slaves didn’t really warrant it.

An alternative to the master/slave paradigm is peer-to-peer communication. In this scenario, all the processes
on the network are equal and cooperate without supervision. The master/slave approach was easy to understand
and devise a method for synchronization.

Instead of having slave compilers live for the duration of a VCC run, we could have had the servers shared by
different users and/or jobs. However, this would have complicated such things as working directory setting, user
and group id setting, deciding when to terminate the server process. contention for slave resources, etc.

3.3 Graphical Display

During early prototyping we considered various methods of graphically displaying a distributed compilation in
progress. Our first thought was to display a tree showing every component instance in the design. Thus, if a
design had n and gates, n nodes representing an and gate would appear in the tree. When the and gate design
unit completed, nnodes would change color, indicating success or failure of the design unit of which they are an
instance. While a full tree of component instances was appealing in concept, it would create considerably more
data, to the point where the master process might spend more time drawing the picture than distributing work to
the slaves.

77



There were same areas in the prototypes where slave compilers collided with each other. When compiler listings
are requested, a slave identifier is appended to the name to stop file name collisions. The output from the C
compiler needed to be similarly differentiated. Another area in which slaves collided was in updating a
timestamp file stored in each Vantage library to indicate the time of last compilation within that library. With
multiple slave compilers updating, this timestamp collisions were inevitable. The decision was made to let the
master process update the timestamp once after the last design unit completed.

5.3 Timestamps

Arelated problem occurred when slave machines’ clocks were not synchronized. Suppose a slave on machine X
compiles entity E, and the master then assigns compilation of architecture E(A) to a slave on machine Y whose
clock is a few minutes slower than that of machine X. The slave on Y will find that entity E was compiled
sometime in the future, and become upset. Our solution to this problem was to simply have the master process
tell the slave process what timestamp to store in the design library for each design unit the slave compiles. Thus
all slaves are effectively using the same clock for writing compilation timestamps into the design libraries. This
approach is decidedly better than requiring customers to precisely synchronize all machines they wish to use as
masters or slaves. Other solutions exist but require greater communications overhead.

6 Performance

A significant amount of time and network traffic is involved in invoking the compiler. An option was added to
the compiler to accept design unit names or source line numbers from standard input. The master compiler
invokes a slave compiler once and then gives it multiple design units to compile. A slave invoked once is used
until the entire compilation is complete. Initially the master compiler would invoke a slave and wait for it to have
initialized before invoking other slaves. It was easy to detect and recover if invocation failed. However, this took
a lot of time just to get the slaves started. The master was modified not to wait for a slave to initialize completely.
Instead the master continues with its task and polls the slave regularly to confirm if it has initialized. If the slave
process dies before it is able to initialize (due tolack of disk space, remote communication problems, etc.) then it
is decommisioned.

When a source file has to be compiled, the recognizer is first invoked on the source file to determine the
dependencies. Even though the recognizer is an extremely fast program it is performing a non-trivial task and
performs a significant amount of file I/O. For very large source files the recognizer could still take significant
time. Instead of waiting for the recognizer tocomplete, the master compiler starts creating the dependency tree
as itreads the output from the recognizer. It also starts invoking slave analyzers and farming out the design units.
The dependency tree grows while the status of various design units is updated. If the source file is not correctly
ordered then a leaf design unit at one point may have dependencies later as more of the file is read. This means
that some design units may need to be compiled more than once. This optimization significantly complicates the
task of keeping the dependency tree up to date. This also means that the graphical display changes frequently
while the recognizer is running. To avoid a disturbing visual affect the display is updated only occasionally until
the recognizer has completed and the entire dependency tree can be displayed.

Various experiments were conducted to measure the performance on different machines and with different
configurations. Using multiple slave compilers on the same local machine (Sun SPARCstation 2) resulted in
significant speedup over the sequential compiler on the same machine. This can be explained by the fact that the
compiler performs significant I/O as well as computation. Interleaving I/O and CPU by having multiple
compilers running on the same machine resulted in a higher throughput using VCC than with the sequential
compiler.

Benchmarks by a Vantage customer using a variety of SPARCstations on a busy network yielded up to 3x
performance using two slave machines (in addition to the master) and up to 4x performance using three slave
machines (in addition to the master). Running two slave processes on each slave machine seemed to produce the
best results per number of machines used. In other words, six slave compilers on three machines seemed to
perform better than six slave compilers scattered across six machines. Perhaps two slaves on amachine improve
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